Primary groups and network clustering

Purpose: This week is on identifying primary subgroups (“communities”) in a network.  This assignment asks you to calculate statistics related to sub-group partitions on a network and then identify subgroups within networks.  As always, you can apply this to the sample data or your own data.

1) Measures of sub-group fit.

There are many measures that are useful for identifying how clustered a network is with respect to a given partition, three that are of use to us are Freeman’s Segregation index, the  odds ratio of same-group nomination, and the modularity score. 

Freeman’s segregation index compares the observed mixing to that expected by chance.  If friendships were distributed randomly, then the segregation index would be 0.  

The odds ratio of same-group nomination tells you the likelihood of a friendship between two members of the same group relative to the odds of a friendship among people in different groups.  If relationships were just as likely within group as between group, then the odds ratio would equal 1.  The odds ratios is favored by some because it is "margin free" -- the core association measured does not depend on the number of people in each group.

The modularity score is the correlation across edges in group membership – and has a nice property of having positive values only if there are at least 2 groups in the network.
a) Calculate freeman’s segregation index (not using a SAS program) and the relative odds ratio for the 3-group mixing matrix below (formula details are in the powerpoint notes).

	
	A
	B
	C
	Row Total
	# in the group

	A
	50
	8
	12
	70
	10

	B
	5
	45
	20
	70
	15

	C
	10
	30
	60
	100
	20

	Col Total
	65
	83
	92
	240


	


b) Using SAS (or your favorite other program), calculate the segregation, odd-ratio, and modularity scores for a demographic variable on an observed network.  The program hs_mixmat.sas on the data page provides an example of how to do this on one of the high-school datasets (in the example, by gender), modify it for race or grade (or some other variable you care about, but you’ll only be able to check your answers for these two!).  Describe substantively what this score means.

In the next set, we will try some of different clustering algorithms on the same dataset so we can compare the results.

2) First use FACTIONS in UCINET.  Factions is a standard UCI-NET program for finding subgroups in a network.  Use Factions to find subgroups in the example high-school network (note this is a different network than the one used in 1b above, because FACTIONS is too slow for larger networks). The file is HS_2.DAT (in UCINET native .dl format; also hs_2.net in PAJEK format).  Make a substantive judgement about how many groups are in the network.   To do this, you will need to:

      Make sure you have UCI-NET (any version should work, though it will be slower in the old version)

a) Download the UCINET version of the high-school network from the course page.

b) Import the data.  In UCINET, go to DATASETS > IMPORT > DL and enter the name of the .dat file you saved.  You could also use the import text fileset and read a PAJEK file directly.

c) You should see the friendship network displayed.  If you don’t it is likely because it cannot find the .dat file you saved, so you may need to change the data directly.

d) Once you have loaded the network, go to NETWORKS > SUBGROUPS > FACTIONS and run the program.  I recommend that you look under the “Additional” tab and use the Q measure and set diagonal to “no.”
e) To see how well your partition divides the network, go to TRANSFORM > BLOCKS.  This is where you can create a mixing matrix / density table.

-input dataset is whatever you named the network (hs_2)

-For Row Partition and Column partition, use FACTPART Column 1 (assuming that you named the factions output ‘factpart’, which is the default) and click OK.
-You should now see a reduced image of your network (Scroll down).  Note, that if you ask for too many partitions you can get a memory fault in the older version of UCINET (i.e. if you break the network into 30 groups).

f) In exploring partitions, it is sometimes useful to plot the partition against the network to get an intuitive feel for it.  You can do this pretty easily in the new UCINET, by going to the DRAW button at the top of the menu.  This will take you to NETDRAW

· Once in netdraw, load the network from the FILE>OPEN>UCINET Dataset > NETWORK

· Load the partition.  If you used the defaults, this will be FACTPART.  FILE>OPEN>UCINET Dataset>Attribute data

· Then you should see an icon in the upper row that looks like a set of 9 colored squares (like the face of a mixed up rubic’s cube).  This  lets you select the variable to color by.  Use the drop-down menu to select FACTPART.

· Do the same thing in the COLORS window that is also open, and click "OK" (the green check)

· The network should now be colored by the partition, letting you know which people are in which groups.  If you run multiple partitions, you can look at each to help you decide the right number of groups. 

g) You can also do this in the older versions of UCINET, by exporting the factions partition (datasets > export) and reading it into PAJEK. This will require a bit of data editing on your part.

Turn in the mixing matrix and fit (odds ratio or segregation index) for the solution you end up with – those scores you calculate by hand/or by loading into SAS.  If you plotted it, include the best fitting plot.

3) Now look at a method in PAJEK.  We will use 2 versions – a cluster analysis of the distance matrix and an optimal fit routine.  

Pajek distance clustering: We can run a simple cluster analysis on the geodesic distance matrix (you could, also, weight or transform this matrix in various ways, using the NETS menus).  By clustering on the distance matrix, we are essentially trying to minimize the distance within the clusters and maximize distance between the clusters.  The procedure works as follows:

· Load the network (hs_2.net)

· Transform the network so that all relations are symmetric:

· NET > TRANSFORM > ARCS TO EDGES > ALL - I usually save it as a different matrix.

· Get the geodesic distance matrix.

· NET > Paths Between Two Vertices > Geodesic Matrices 

· Now you have two new matrices in the networks window.  The first will be the distance matrix, called "Shortest Path Matrix." Select this matrix.

· Now we want to run a hierarchical clustering on this matrix

· NET>Hierarchical Decomposition > Clustering > run

· Instead of RUN, you can set some options. I prefer WARDs Minimum Variance routine for clustering networks (the default here) but you might prefer some of the other routines.  Feel free to play with these and find one you like the best.

· It will ask you to save a .eps file -- this is the clustering tree. Save this to a file, you can open it in something like Illustrator if you want.
· It will then generate a HIERARCHY file.  This is the hierarchical clustering.  Open that window (double click inside the window)

· You should get a tree menu, that looks something like this (may not match exactly!):
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· By clicking on the "+" you go deeper into the hierarchy, which increases the number of groups you ask for.  Above we see two groups of size 34, but I can further expand the first into two more groups:

[image: image2.png][Bvicuing vierarchya i =T 3]

Fle Edt
E

[iewing Hierarchy

=5 100065 [18.71] (34)
1000831(11.23) 23)
100081 [10.38] 1)
100064 13851 (33)





·  I then close the groups to create a partion. Do this by selecting the group and then typing ctrl-t.  You should end up w. something like:
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· Then go to  HIERARCHY > Make PARTITION which will create a new partition based with (in the case above) three groups, which you can plot or create a mixing matrix with as we did before.  

· Remember when you draw the network to re-select your original network (i.e the network you created the geodesic distance from, not the geodesic distance matrix). 

· Use this technique to come up with a clustering on the high-school network.

Pajek “generalized blockmodeling”

The generalized blockmodel routine is a way to fit any hypothesized structure to the observed data.  For community detection, the hypothesis is for a “block diagonal” structure.  To make this work:

1. Load your network as before

2. Go to: Operations>Blockmodeling>RandomStart
3. Change the drop-down menu from “Structural equivalence” to “user Defined”

4. Set the number of clusters you want to look for.  If you pick 5 you’d get something like this:
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5. The cell values contain the hypothesis you have for the structure.  “.” Means null (empty), “com” says complete.  If you click on a cell, a drop-down menu opens to change this.  Adjust yours until it looks something like this:
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6. Then hit “run” to run the model.

7. For the hs_2 network, I get a badness-of-fit table that looks like this as the result:

Final Error Matrix (for the first obtained solution): 

           1    2    3    4    5

     1   170    2    1    3   13

     2     1  118    7    0    1

     3     0   11  165    0    4

     4     4    0    1  129    3

     5     4    0    4    1  113

Final error = 755.000 (4 solutions)

This suggests that there are 170 violations of “complete” ties in the 1-1 cell and 2 violations of the “null” condition in the 1-2 cell.  Plotting this gives:
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8. Note there can be multiple solutions, pajek returns a partition for each one.

4) An alternative is to use a program in SAS, such as one of the algorithms I have developed.  The “jiggle” routine is optimized for large networks, the “crowds” has a few more structural features that I like (like ensuring that every group is at least biconnected), but is too slow for big nets.  In these cases, we have to set parameters to get the model to run, and while the program is *fairly* robust to these routines, it is not perfect.  The SAS programs on the homework show how to run both CROWDS and JIGGLE on the high-school data.  

5) Use the community detection routines in R

The file on the homework page “R_CommunityDetectionScript.r” gives some examples of how one can  do similar things in R. I point you to two sample networks (both saved on the homework page).

Having used multiple methods on the same network, what can you say about the underlying group structure here?  Evaluate the different methods you used for their substantive fit, speculate on the process in general.
